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Abstract—In space mission trajectory planning in dynamic
environments, such as at asteroids, scenarios leading to failure
must be discovered. Given an initial state of a spacecraft about an
asteroid, failure can be simply quantified as impact of the vehicle
with the asteroid or escape of the vehicle from the asteroid.
For mission planning and execution purposes it is necessary to
perform maneuvers to avoid such outcomes, however the overall
set of possible maneuvers that either avoid impact or escape
can be a complex set that cannot be analytically characterized.
This paper introduces a “reachable set explorer” (RSE) for
exploring the reachable set of a spacecraft—the set of trajectories
under a range of ∆V expenditures. This approach is applied
to the Circular Restricted 3-Body Problem where a brute-force
approach is intractable. RSE focuses on the boundaries between
impact, escape, and in-system regions, known as the end result
regions.
Index Terms—artificial intelligence, astrodynamics,
tonomous systems, spacecraft guidance and control
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I. I NTRODUCTION
Space mission trajectories require extensive and careful
planning due to limited fuel budgets and the complexity
of gravitational dynamics. For many applications, planners
decompose the problem into smaller segments and solve each
one using a simplified version of the dynamics. This works
well for maneuvers such as gravity assists and in systems with
dominant single bodies that can be approximated by point
masses, but it fails in systems with highly irregular bodies,
such as the asteroid 433 Eros [12], which has rapid timescales
and strong deviations from Keplerian motion. To automatically
plan trajectories in these systems, one must model the full
nonlinear dynamics—and do so ‘on the fly,’ in order to handle
unpredictable effects due to orbit uncertainty and the complex
nonlinear dynamics of gravitation.
This paper develops and investigates the application of
techniques borrowed from the field of Artificial Intelligence in
order to address these planning issues. The resulting methodology, termed RSE (“reachable set explorer”), reduces the planning function to a determination of a space vehicle’s reachable
set. It employs computational techniques developed within the
AI community to explore how to do such computations accurately and, ultimately, in a numerically efficient manner. The
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reachable set is defined here as a set of trajectory outcomes
over a specified period of time in an astrodynamic system,
as a function of the magnitude and direction of an impulsive
change of velocity ∆V applied to a specific spacecraft state.
Then, the planning function consists of selection of specific
maneuvers to ensure a desired outcome. This first paper only
explores the efficient computation of this reachable set, as this
serves as the foundational technology for the development of
such planners.
The AI techniques that RSE uses fall into the category
of spatial reasoning problems using set-based methods. Here,
the essential problem is to identify a set of outcomes across
a parameter space that provide actionable information. For
the current application, RSE uses Delaunay triangulation of
higher-dimensional simplices as the fundamental tool to partition the actionable set of ∆V maneuvers. The goal of the
work described in the current paper was to develop this AI
application and apply it to a non-trivial astrodynamic problem.
The following sections describe the RSE algorithm for creating
different outcome sets across a range of specified ∆V s, investigate how this set can be refined to enable greater accuracy
and efficiency, and explore a range of first applications of this
approach to the Restricted 3-Body Problem.
The field of artificial intelligence has grappled with spatial
reasoning problems for years, but these solutions have not
been widely applied to space mission design. AI techniques
have been used to plan the operations of spacecraft—e.g., the
Casper planner on the 3CS and ACS missions [6]. Algorithms
that partition space into regions have been used for real-time
collision detection [3], but they have not been used to plan the
paths of the craft through space. An efficient and automatic
approach to this important problem could revolutionize the
practice of orbit design, potentially enabling its use for onboard, autonomous planning algorithms.
While the three-body problem has been the subject of extensive literature, techniques for representing a finite, evolving
state-space volume in gravitational systems have not been
explored as completely in the aerospace literature. Techniques
for such approaches have usually involved either higher-order
expansions about the nominal trajectory [10], [5], multiple
nonlinear propagations of a distribution of state-space points
[2], or some hybrid of the two approaches [4]. There has been
some recent progress in this area; Coffee et al. [2], for instance,
introduced a computational method for extracting and using
dynamical “channels” through the state space of the circular
restricted three body problem (CR3BP).
The AI literature includes some work on the representation
of evolving state-space volumes—notably the flow pipes of
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Zhao [15] and the more-general Spatial Aggregation Language
that grew out of that work [1], [14], [16], as well as the work
of Nishida and collaborators [9]. However these studies were
focused on simpler, low-dimensional dynamical systems and
this particular research focus is no longer ongoing.
The outline of this paper follows. First, the concept of
a reachable set is defined. Then the model that is used to
motivate the development—the CR3BP—is reviewed. The
RSE algorithm is then described and applied to specific
regions in the CR3BP in order to document its application and
performance in automatic computation of reachable sets. Then
future research is discussed and the conclusions are given.
II. R EACHABLE S ETS
The reachable set is the set of all positions ~x and velocities
~ = [~x, ~v ]T that can be reached in some
~v in the state space X
prescribed time interval ∆t from a given initial condition
~ 0 (t0 ), under the operational constraints of the spacecraft.
X
Accurate representations of reachable sets are highly valuable,
not only for planning orbits, but also in finding impact and
escape scenarios. They are, however, very complicated ob~ has six dimensions—three
jects. A spacecraft’s state space X
positions ~x and three velocities ~v ; as the craft moves under
the gravitational influence of the surrounding bodies, the state
evolves nonlinearly (and often chaotically) through that space.
For spacecraft using chemical thrusters, the ∆V obtained by
thrusting can be treated as an impulse in the velocity subset ~v
of this space. If these impulses can be applied in any direction,
the space of possible results of such an action is a solid threedimensional sphere embedded in the velocity subset of the
six-dimensional state space —the “∆V sphere”—around the
state-space point where the burn was applied. (If the impulses
are limited to the orbital plane, the space of possible results
is a two-dimensional “∆V disk”.) As time progresses from
the burn time, that initial ∆V surface—sphere or disk—will
evolve and deform through the state space, tracing out the set
of all possible reachable states.
Figure 1 shows an example of such a computation in the
Circular Restricted 3-body Problem. In this example the initial
position of a point is taken between the two masses with a null
speed in the rotating frame. The trajectories are taken from
a continuous distribution of trajectories with an initial speed
of 1.5 units or less, directed in all directions in the plane.
The evolution of a sampling of these trajectories is shown in
subsequent time steps. It is clear that some of these trajectories
impact the central bodies, others escape, while some remain
viable over the time units shown.
To compute the reachable set—the volume traced out by
the set of all possible trajectories with a given ∆V —one
must track the temporal evolution of the original ∆V volume, generally up to some time ∆t that is dictated by the
mission: an arrival deadline, for instance, or the lifetime of
the spacecraft. ∆t may also represent a time horizon over
which the spacecraft simply must not fail while it computes a
longer term trajectory. Even if ∆t is small, reachable sets are
hard to compute because the nonlinear dynamics of gravitation
quickly cause a 3D ∆V sphere to deform into a complicated
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volume embedded in the 6D state space. The dimension and
complexity make it all but impossible for humans to visualize
reachable sets, which has become a serious hurdle in mission
planning. In the absence of systematic and computationally
tractable approaches to perform full mappings of the state
space, usual practice is to rely on intuition, simplified models
for motion, and modification of previous results. Automated
techniques for mapping out and exploring these complicated
structures would be very helpful in moving beyond these
limitations. This would aid human experts in space-mission
planning. Automatic computation of reachable sets would
also be useful in long-range space exploration, where the
craft has a small window of opportunity in which to plan
ahead—e.g., avoiding an impact—and Earth may be too far
for fast communication. An onboard computer that could automatically calculate the reachable set from the craft’s current
location, given its available ∆V budget, could make intelligent
decisions autonomously in such situations.
The challenge here is to model the complex geometry of the
reachable set as it evolves nonlinearly in the 6D state space.
True reachable sets are closed sets of infinitely many trajectories. The goal of the RSE methodology is to approximate these
objects intelligently, in a manner that balances accuracy and
efficiency. The RSE algorithm proceeds iteratively. The first
step is to construct a finite number of trajectories distributed
randomly throughout the ∆V sphere and interpolate for the remainder of the space by using a space-filling mesh. RSE begins
by choosing a set of state-space points in the volume of the
∆V sphere, then uses those points to generate a mesh of nonoverlapping 3D tetrahedra that form an approximation of that
volume. The next step is to compute the forward trajectories
of the seed points, monitoring the evolving geometry of the
mesh and adjusting that geometry in a manner that focuses the
computational effort on the problem requirements. This focus
is controlled by user-specified rules, or “heuristics,” which are
described at more length in the following sections. If a user
wishes to reduce the overall error of the mesh, for instance,
s/he can instruct RSE to add additional vertices to regions
that are dynamically complex—e.g., where nearby trajectories
separate very quickly. That approach, and its results, are
discussed in [8]. If the problem requires accurate maps of the
impact or escape regions, the user can instruct RSE to insert
additional vertices in mesh elements that straddle different
end result regions. That is the approach that is discussed
in this paper. After adding new vertices, RSE then rebuilds
the mesh and iterates the process until a specified stopping
condition (resolution, number of simplices, etc.) is reached.
This stopping condition is one of a number of parameters that
can be used to tune the algorithm along the accuracy-runtime
spectrum, as described in section IV. All of this has the desired
effect of focusing the computational exploration on the desired
regions, which allows RSE to track the evolving reachable set
effectively and efficiently.
III. M ODEL P ROBLEM AND R EACHABLE S ET
C OMPUTATION A LGORITHM
In this paper, RSE is demonstrated using the CR3BP. The
CR3BP models two bodies with mass that orbit each other

IEEE TRANSACTIONS ON AEROSPACE AND ELECTRONIC SYSTEMS

∆t = 0.1

∆t = 0.5

4

∆t = 2.5

∆t = 5.0

Fig. 1. Evolution of trajectories from a point between the two masses in the CR3BP after fixed-magnitude burns over a range of azimuths. Normalized units
are used.

fates, depending on its initial condition and the direction &
magnitude of the applied thrust: it can orbit stably, it can
escape, or it can impact either of the two major bodies. Given
a starting state for the craft and a ∆V that its thrusters can
provide, the algorithm maps out the conditions that create these
different outcomes: that is, the regions of the reachable set of
that ∆V sphere that correspond to impact, escape, etc.

Fig. 2. The CR3BP: two major bodies fixed in a rotating frame of reference.
The distance between the two major bodies is normalized to 1 and the larger
body is µ from the barycenter.

in a circular orbit about their common center of mass and a
spacecraft that moves subject to the gravitational attraction of
the major bodies, but without influencing their motion (see
Fig. 2). The CR3BP is a good model for satellite motions in
the Earth-Moon system, the solar system, and about binary
asteroids, among others.
This system is modeled here in a rotating frame of reference,
in which the two major bodies do not move. The state of the
craft is represented using positions and velocities in three dimensions each. Its dynamics are modeled using Newton’s law
of universal gravitation; the associated differential equations
(1) are solved using Mathematica’s NDSolve method:
µ(−1+µ+x)
(1−µ)(µ+x)
− ((µ+x)
2 +y 2 +z 2 )3/2
((−1+µ+x)2 +y 2 +z 2 )3/2
(1−µ)y
−2ẋ + y − ((−1+µ+x)µy
−
2 +y 2 +z 2 )3/2
((µ+x)2 +y 2 +z 2 )3/2
(1−µ)z
− ((−1+µ+x)µz
2 +y 2 +z 2 )3/2 − ((µ+x)2 +y 2 +z 2 )3/2

ẍ = 2ẏ + x −
ÿ =
z̈ =

(1)
All units—masses, gravitational constant, time, distance—are
normalized, as is customary in problems like this, meaning
that one solution can be scaled to different physical situations.
When fully normalized, the problem only has a single free
parameter (µ), which describes how the mass is distributed
between the two major bodies. See [11] for more discussion
of this problem.
In the system of Fig. 2, a spacecraft can have one of four

The reachable set for a single impulsive thrust at time t0
begins as a three-dimensional object—the solid ∆V sphere
introduced in the previous section—that is embedded in the
velocity subset of the spacecraft’s six-dimensional state space.
The spacecraft’s initial state at t0 is the center of the ∆V
sphere. The three dimensions of the sphere are the azimuth
and elevation of the burn vector, and the magnitude (∆V )
of the impulse. These can be transformed to the spacecraft’s
velocity state variables.
This variety of variables hints at one of the subtle issues
here. Working with the geometry and topology of a 6D mesh
is both mathematically and computationally difficult, but since
the reachable set for a single burn is a 3D object, RSE can
extract those three dimensions, work with them separately,
and then perform a vector addition to move back to the
full 6D state space. The first step in which this separation
of dimensions becomes an issue is the initial model of the
∆V sphere. RSE performs the construction of a space-filling
mesh in 3D burn space: that is, the three dimensions of
the burn vector. RSE fills the volume of this object with
a uniform distribution of points (i.e., randomly angled burn
vectors of random magnitudes ∈ [0, ∆V ]), then uses Delaunay triangulation [13] to build a mesh that covers the
volume occupied by those points. The volume elements in this
mesh are non-overlapping tetrahedra—3D simplices—whose
vertices are those points. The boundaries of these simplices
(edges in 2D or triangles in 3D) join those points. RSE then
evolves that volume forward in time by computing the forward
trajectory from the 6D point that corresponds to each of those
vertices, while keeping track of the mesh topology via the
relationships of those 3D simplices. Finally, RSE determines
the end result of each trajectory (impact, escape, etc.) and
color-codes each vertex accordingly, which interpolate linearly
for internal simplex points (if a simplex’s vertices do not
all have the same fate, this operation is not obvious; this is
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discussed later in this paper).
This complex geometric information is obviously hard to
visualize. To reduce this complexity, the first set of examples
in this paper involve burns restricted to the orbital plane of
the CR3BP, where the reachable set begins as a ∆V disk.
And rather than attempting to render the complex geometry
of this evolving 2D object, the following figures instead depict
the original ∆V disk and its mesh, color-coded according
to the end result of the corresponding state-space region.
Fig. 3 shows the surface of a unit-radius ∆V disk in burn
space around an initial condition between the two bodies.
The simplex boundaries are shown in black; the vertices and
simplex interiors are color-coded according to their end results.
The black lines are the boundaries of the 2D simplices that
tile this disk; the colors represent the end results of trajectories
starting from each state-space point.
The mesh in Fig. 3(a) was constructed using a naı̈ve
approach that works only with the original points and retains
all of the original edge relationships—i.e., without any iterative
refinement near the region boundaries. As a result, those
boundaries are not well resolved; moreover, the different
regions contain more internal vertices than is really necessary
to capture their geometry. The mesh in Fig. 3(b) was constructed by RSE using a heuristic that preferentially divides
the simplicies at the boundaries between the different regions.
This mesh employs the same number of vertices in a far
more effective way, shifting them away from large interiors
and towards complicated boundary regions. Using a Monte
Carlo error metric that is described at more length in the
following section, it was determined that Fig. 3(b) is 65.6%
more accurate than Fig. 3(a).
RSE provides a number of different heuristics for guiding mesh refinement. These heuristics specify strategies for
refinement: that is, when to add vertices to the mesh that
approximates the reachable set. This allows RSE’s user to
specify what is important to the problem at hand. If one is
interested in accurately approximating the raw geometry of the
reachable set, heuristics that divide simplices based on their
geometric properties (area, perimeter length, skew, and so on)
work quite well. That approach is described in a companion
paper in the artificial intelligence literature [8]. In this paper,
the goal is to produce an accurate mapping of the different endresult regions, so the heuristics explored here are designed to
divide simplices that straddle the boundaries of those regions.
Other heuristics may be appropriate to other problems; RSE is
designed so that the user can easily modify existing heuristics
or design completely new ones.
As mentioned above, the dimensions of the problem pose
some serious challenges for an iterative mesh refinement
algorithm. The heuristics work with the full 6D geometry, but
the actions that they trigger affect the 3D ∆V sphere in burn
space. There are other subtleties involved in the process of
adding points to a reachable-set mesh in order to divide an
existing simplex. An algorithm that only adds new vertices
on the simplex edges, for example, will not only ignore the
interiors of the simplices, but will also result in degenerate
Delaunay triangulations. Therefore, RSE adds vertices in a
spatial distribution around each edge that is selected by the
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heuristic for division. This raises another important and subtle
issue. If the evolving ‘front’ of the reachable set has an
unseen fold that is straddled by the endpoints of two sample
trajectories, then the associated simplex will straddle the
boundary of the reachable set, and one cannot assume that all
of the simplex’s interior points are in that set. In a complex
nonlinear system, where state-space volumes can be folded
in arbitrarily complex ways, there is no effective way to work
around this problem post facto. For this reason, RSE goes back
to the original ∆V sphere in burn space before performing
that operation: if a simplex in the ∆t-reachable set is chosen
by the heuristic to receive additional vertices, RSE adds the
new points to the corresponding simplex on the original ∆V
sphere, then computes their ∆t forward trajectories. That is,
the algorithm does not stop, adapt the mesh, and then move
on; rather, it tracks the mesh out to the specified ending time
(∆t), examines it to decide where points need to be added,
then rewinds to the initial time, adds them, evolves those new
points forwards by ∆t, and rebuilds the mesh. It then loops
until the stopping condition is reached (defined later).
In addition to these spatiotemporal issues, a successful
reachable set tracking algorithm must also factor in some
large-scale dynamical effects. Removing impacting or escaping trajectories from further consideration improves computational efficiency, but requires rebuilding the mesh. And vertices
should not be removed unless necessary because the simulation
of a trajectory is far more computationally expensive than the
extra triangulation steps required to incorporate that vertex into
the mesh. The topology of the mesh presents other challenges
in the long term. After sufficient time has passed—beyond the
prediction horizon that is inherent in any chaotic system—the
destinies of points that began as neighbors will no longer be
coupled, making it senseless to draw an edge between them.
The next section breaks down the RSE algorithm into
specific steps; the following one evaluates its results in the
context of the CR3BP, using a heuristic that increases the mesh
resolution near the boundaries of end-result regions and an
error metric that assesses the accuracy of the associated endresult predictions. As is implicit in the previous paragraphs,
there are a number of free parameters in this algorithm:
how the length of an edge affects resampling, the width
of the distribution used to add points, the number of seed
vertices, and so on. A complete list of these parameters appears
in Table I. The function of these parameters within RSE’s
algorithm, their effects upon its results, the procedures by
which a user should choose their values, and the tradeoffs that
are involved in those procedures, are described and discussed
in Section IV. For more detail, please consult the companion
technical report [7].
A. Algorithm
The rationale behind the RSE algorithm was outlined in the
previous section. Below is a high-level outline of the specific
steps in that algorithm for computing the ∆t-reachable set
~ 0 (t0 ), given a single impulsive burn
from an initial condition X
of magnitude ∈ [0, ∆V ]. A synopsis of RSE’s implementation
of each of these steps is given in the numbered paragraphs
that follow this list.
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(a)

(b)

Fig. 3. The geometry of end results on a unit-radius ∆V disk centered at a point between the two main bodies in the CR3BP. Green and red indicate impact,
yellow indicates escape, and blue indicates that the spacecraft is still in the system and has not impacted or escaped as of yet. (a) uniformly distributed random
mesh with no refinement (b) the mesh produced by RSE with the same number of vertices. The same color scheme is used throughout the paper.
TABLE I
F REE PARAMETERS IN RSE
Symbol
IC
∆V
seeds
outer
∆t
N
weight exponent
f raction
V
σ
R

Description
~ 0 (t0 )
Initial Condition X
burn size ∈ [0, ∆V ]
Number of seed vertices in the ∆V sphere
Number of seed vertices on the ∆V sphere boundary
Mission horizon
Trajectory divergence distance
Exponent used in calculation of edge weight
Probability of choosing a boundary-crossing edge for subdivision
Number of vertices to add in each round
Controls the shape of the distribution of new vertices
Rounds of the algorithm (Steps 1-8) to run

1) Uniformly distribute a number of “seed” vertices in the
∆V sphere around the specified initial condition, with
a specified number on its boundary
2) Build a mesh from those seed vertices (see page 4 for
definitions of mesh geometry—e.g., vertex, edge, and
simplex)
3) Compute the ∆t-forward trajectory from each of those
points
4) Identify numerically unstable trajectories and discard the
associated mesh points
5) Apply the refinement heuristic to the resulting mesh and
sort the edges by the resulting weight
6) Until a predetermined number of vertices is added,
randomly choose an edge from the sorted lists and add a
new vertex in the original burn space, close to the center
of the corresponding edge
7) Compute the ∆t-forward trajectory from those new
points, again discarding the numerically unstable trajectories
8) Rebuild the mesh
9) Iterate steps 5–8 until the specified stopping condition
is reached

Algorithm Step
Step 1
Step 1
Step 1
Step 1
Steps 3 and 7
Steps 4 and 7
Step 5
Step 5
Step 6
Step 6
Step 9

Step 1: Choosing seed vertices Working in the 3D ∆V sphere
around the specified initial condition, RSE seeds the initial
mesh with a random uniform Euclidean distribution of points
on and in that sphere. The number of seed vertices—and the
number of those seeds that are forced to be on the boundary
of the ∆V sphere—are inputs to the algorithm.
Step 2: Building the initial mesh After choosing the seed
vertices, RSE uses Delaunay triangulation, as described on
page 4, to fill the ∆V sphere with a set of simplices—the
tetrahedra bordered by the black lines in Figure 3(a)—whose
vertices are those seed points. Delaunay triangulation was
chosen for this purpose over non-space-filling mechanisms
like Minimal Spanning Trees because it supports consistent
interpolation of every point in the reachable set. RSE then
records the topology of this mesh and maps the 3D burn space
~ 0.
points to the full 6D state space via vector addition to X
Step 3: Generating trajectories From each of the resulting
6D points, RSE generates a ∆t-length trajectory using Mathematica’s NDSolve.
Step 4: Removing trajectories RSE checks the trajectories
produced in Step 3 and discards any that diverge beyond N
times the distance between the main bodies, where N is an
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algorithm parameter. RSE does this to discard trajectories that
make a close approach to the center one of the main bodies
(within the impact region) as these may create numerical
stability issues due to approaching a singularity. In this case
the specific trajectories in question are also clearly within an
impact set, and thus do not need to be precisely computed.
Step 5: Identifying areas for refinement RSE then applies
the user-chosen mesh refinement heuristic to the 6D geometric
information associated with every simplex in the evolved
mesh. RSE provides several heuristics from which the user
can choose. The experiments reported in this paper employ
the end-result heuristic, which assigns higher weights to edges
whose endpoints fall in different end-result regions. Since
these weights dictate the likelihood that the corresponding
edge will be chosen for subdivision, this has the effect of
causing RSE to preferentially subdivide edges that straddle
boundaries between regions, thereby refining the region geometry. In order to offer the user more control of this process,
the end-result heuristic incorporates an additional parameter.
The weight of an edge is its length raised to a exponent called
the weight exponent. A weight exponent of 2, for example,
means that an edge that is double the length of another will
be four times as likely to be picked for subdivision.
RSE then sorts the edges into two lists, one for those whose
endpoints have different end results, and one for those whose
endpoints have similar end results. At first glance, it might
seem that the algorithm should never subdivide the edges in the
second of these two lists. However, gravitational dynamics are
complicated and even a short edge may span several different
regions. For that reason, the algorithm is set up to choose from
both lists. An additional parameter in the end-result heuristic,
called the f raction, allows the user to specify the relative
proportion of choices from each list. If the fraction value is 0.9,
for example, the algorithm will at each step choose an edge
from the different-end-result list with probability 0.9 and from
the similar-end-result list with probability 0.1. This allows for
a certain degree of exploration into hidden regions.
Step 6: Refining the mesh Working with the two sorted,
weighted lists produced in step 5, RSE selects a user-specified
number (the V parameter in Table I) of edges, choosing those
with higher weights more frequently, and places a new point
within each of the corresponding simplices on the initial ∆V
sphere. Note that selection does not remove an edge from
a list. This allows an edge to be selected for subdivision
multiple times if its weight is very high. Note, too, that simply
adding vertices to the midpoints of existing edges would
create degenerate simplices in the Delaunay triangulation. For
this reason, RSE instead adds new points in an ellipsoidal
distribution around the chosen edge. A user-specified edge
factor σ controls the width of this distribution: i.e., how close
to the center of the edge a new vertex will likely fall. If σ = 1,
for example, there is a 68.3% chance that the new vertex will
appear in an ellipsoid whose center is the midpoint of the
edge, whose semi-major axis is half the length of the edge,
and whose semi-minor axes are a quarter the length of the
edge. If σ = 0.5, each axis will shrink by a factor of 0.5,
making the point more likely to be close to the center. This
operation has the effect of distributing multiple vertices chosen

7

for subdivision of a single edge without causing degeneracy.
Step 7: Updating forward trajectories For each of the
new points generated in step 6, RSE generates a ∆t-length
trajectory using Mathematica’s NDSolve, again removing any
that diverge from each other.
Step 8: Rebuilding the mesh RSE uses Delaunay triangulation to create a new mesh of the ∆t-reachable set that includes
both the old and new vertices added in the previous step.
Finally, it transforms the vertices to 6D state space by adding
the burn-space coordinates to the velocity subset of the initial
condition, keeping the position subset unchanged, and then
computes forward trajectories from each new point to bring
them into spatiotemporal synchronization with the rest of the
vertices on and in the reachable-set mesh.
Step 9: Iterating the mesh refinement The eight steps above
compose one “round” of the reachable set algorithm. The
adjustment to the mesh that is performed in a single round
not only improves the accuracy of the approximation to the
reachable set, but may also expose new areas of concern. For
this reason, RSE provides an outer loop to iterate multiple
rounds of steps 5–8. Note that this serves a very different
function than simply selecting more points in a single round.
Successive rounds build upon one another in a manner that
iteratively refines the exploration.
B. Application to the CR3BP
The following section presents RSE results from eight
different regions of the state space of the CR3BP, shown as
the colored squares in Fig. 4: between the two main bodies
(0, 0) and (0.5, 0), outside the system (0, 0.5), on the opposite
sides of the two main bodies (−1.2, 0), (1.2, 0) and (1.3, 0)
and the two Lagrange Points L4 and L5 (0.6, ±0.866). These

Fig. 4. The CR3BP setup used for the experiments in this paper. µ = 0.2 and
each body has a radius of 0.1. The eight squares indicate the initial conditions
for the experiments in the following section: yellow (-1.2,0), violet (0,0.5),
brown (0,0), cyan (0.6, 0.866), blue (0.5,0), magenta (0.6,-0.866), pink (1.2,0),
and black (1.3,0).

initial conditions were chosen to represent a good sampling
of the kinds of situations a spacecraft may encounter in the
CR3BP. In all cases, the ∆V was 2.5 in the non-dimensional
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units of the problem. This value, too, was chosen to encompass a variety of representative and dynamically interesting
behaviors.
IV. P ERFORMANCE AND A NALYSIS OF THE A LGORITHM
This section demonstrates RSE’s operation, describes its
results, and discusses the effects of its free parameters. The
first series of examples explores computing reachable sets
produced by in-plane burns—i.e., ∆V disks with ∆V = 2.5
and zero elevation—at all eight of the initial conditions shown
in Fig. 4. The second series of examples explores 3D reachable
sets from the same initial conditions under the influence
of ∆V = 2.5 burns in all directions, not just the orbital
plane—i.e., a ∆V sphere instead of a ∆V disk. For the
purposes of comparison, the number of vertices in the final
meshes of all of these runs was held constant (5000). The
construction of each mesh, and its resulting geometry, depend
on the values chosen for the free parameters in Table I. These
parameters affect both the runtime and the results, and it
is important to understand these effects if one is to employ
the RSE methodology. The tables in the Appendix show the
performance and improvement obtained for input values that
span the parameter space of the algorithm and the initialcondition space of the problem. The narrative in the remainder
of this section synopsizes and discusses these results.
In all of these experiments, a Monte Carlo error metric
was used in order to assess how accurately RSE approximates
the different end-result regions. This metric characterizes the
correctness of the mesh produced by the algorithm, and the
classification of the simplices in that mesh, by randomly
choosing 500 points on and in the initial ∆V sphere, generating the forward trajectory from each point using NDSolve,
and comparing those outcomes to RSE’s classification of the
simplex in which each point falls. The number of incorrect
predictions for each run—e.g., a trajectory from a point in a
simplex that is classified by the algorithm as part of the impact
region, but that actually escapes—is recorded. This procedure
is repeated five times for each mesh to produce an average
error and standard deviation. When using this error metric, one
can view a particular parameter set as “performing better” than
another one if the classification of the end-result regions in the
resulting mesh has a lower average error—i.e., the number of
incorrectly predicted trajectories is smaller. For the purposes
of understanding the performance gain afforded by RSE, the
following discussion also reports the improvement in the
average error over that of a nonadaptive mesh of the equivalent
∆V surface around the same initial condition with the same
number of vertices. All of these quantities are tabulated in the
Appendix. For the purposes of specific comparisons of some
of the examples in this section, the error and/or improvement
is also included for those specific meshes—i.e., single runs of
the algorithm, rather than averages across multiple runs.
In general, the best results were obtained in runs with large
values for the weight exponent (≥ 1.0), small values for
σ, the width of the ellipsoid used to situate new vertices
around old edges (∼ 0.1), more-gradual addition of vertices
(i.e., fewer vertices per round, but more rounds), and a high

8

fraction of boundary-straddling edges chosen for subdivision
(f raction ≥ 0.95). The effects of the algorithm parameters
that control the geometry of the initial mesh—the number of
seed vertices (seeds) and the number of those seed vertices
that are forced to fall on the ∆V sphere boundary (outer)—
depended on initial conditions. In the remainder of this section,
these results are demonstrated and discussed.
Reachable-set geometry varies considerably across the state
space of the CR3BP because of the complex dynamics of
gravitation. Fig. 5, for example, shows the end-result region
geometry of a ∆V disk at the origin. This structure is far less
complicated than the images in Fig. 3, where large portions
of the reachable set contain complex interwoven spirals of
varying outcomes. Most of the trajectories from the ∆V disk
in Fig. 5 either impact the closer of the two main bodies
(green) or remain in the system (blue) within the ∆t period
of the study. The average improvement afforded by RSE in
this case—that is, the ratio of the average accuracy of meshes
built using the parameter set in Fig. 5(b) to the average
accuracy of those built using the parameter set in Fig. 5(a),
which was constructed from 5000 randomly seeded vertices
on the same ∆V disk and never adapted—was 64.4%. This is
slightly lower than the 65.6% improvement that was obtained
for the specific case of Fig. 3. However, one must be careful
in comparing either accuracy or improvement across different
initial conditions. In a situation like Fig. 5, most of the samples
used in any invocation of the Monte Carlo error metric will
fall in the large green impact region, which will effectively
bias the error. Put differently, the geometry of the different
end-result regions at this initial condition is so much less of a
challenge to classify that the improvement produced by RSE is
smaller—simply because the nonadaptive base case is already
quite good. (The average error using the parameters in Fig.
3(a) was 31.9 misses per 500 trajectories; for Fig. 5(a), that
value was 14.6.)
Since RSE works iteratively from an initial mesh of the ∆V
sphere, the number and placement of the vertices in that initial
mesh is critical to its overall success. Two parameters control
the distribution of these vertices: seeds, which specifies the
number of points to be distributed on and in the ∆V sphere,
and outer, which forces a certain number of those seed vertices to be on the sphere’s boundary. Recall that in successive
rounds of the algorithm, a specified number V of edges are
chosen for subdivision and one vertex is added to each. Since
RSE’s evolving exploration of the reachable set guides its
refinement of that set, it might seem that choosing a coarse
initial mesh and thereby shifting the computational effort to the
refinement stages—i.e., performing a large number of rounds,
each of which only adds a few vertices to the mesh—would
produce the most accurate results (this is not simply a shift
of computational effort, by the way; running an additional
round of the algorithm is more computationally expensive than
inserting vertices into the mesh). However, since new points
are only added to the neighborhoods of the existing edges, a
seeds value that is too small can cause RSE to construct a bad
representation of the ∆V sphere. The mesh in Fig. 6(a), for
example, was generated at the initial condition (-1.2,0) using
only five seed vertices. In this image, a large portion of the
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escape (yellow) region at the lower left remained unexplored
because no vertex fell there in the initial mesh. As a result, the
accuracy of this particular mesh was only 21.8% better than
the corresponding nonadaptive end-result region classification.
The outer parameter is intended to address this issue; it forces
the specified number of seed vertices to lie on the outer
boundary of the ∆V sphere. In Fig. 6(b), where all five of the
seed vertices were forced onto this boundary, the mesh was a
better approximation of the ∆V sphere and the improvement
over the corresponding nonadaptive case was higher. Meshes
built with these parameter values were 41.7% more accurate,
on the average, than the corresponding nonadaptive meshes—
better than the 29.1% average error for the parameters in
part (a), but significantly worse than the > 60% improvements
obtained for larger seed values at this initial condition.
There is a fundamental problem with small seed values and
unclassified regions that the outer parameter can only partially
address. With so few seed vertices—even if all of them are
forced to the boundary—no initial mesh can approximate
the ∆V sphere very well. Through experimentation, it was
determined that RSE generally produced the best results for
the CR3BP conditions of Fig. 4 when seeds = 500. Larger
values do not leave the algorithm enough opportunity to
refine the mesh; smaller values not only caused the issues
that are shown in Fig. 6, but were computationally more
expensive. Experiments also showed that that it is possible
to overuse the outer parameter, particularly when seeds is
higher, since doing so forces simplices to be placed on the
boundary of the ∆V surface even if no interesting dynamics
exist there. For most cases, values of outer = 0.1 × seeds
allowed RSE to find most of the interesting dynamics while
not overpopulating uninteresting regions with many simplices.
This was a particularly interesting challenge in these CR3BP
experiments, where the dynamics on the vast majority of the
∆V sphere boundary were not very complicated. Of course,
other ∆V values and other problems may not share this
property, so RSE’s user will need to explore the parameter
space before settling on good values.
After the initial mesh has been constructed, RSE iteratively refines it. Two parameters control this iteration: the
number of rounds and the number of vertices added per
round. Together, these make up the stopping condition for the
algorithm. In the experiments described here, the overarching
stopping condition was that the number of vertices in all final
meshes be 5000. That constrains the number of vertices added
per round to be [(5000 − seeds)/R]. Again, the effects of
these parameters are fairly straightforward. Adding vertices
in smaller increments (that is, more rounds of the algorithm,
with fewer new vertices per round) allows RSE’s evolving
knowledge about the regions to inform each later exploration
step, and thus generally produces the best results—but not
by very much, and at a significant cost in runtime, since the
mesh must be rebuilt at every round. The mesh in Fig. 7(a),
for instance, was constructed using the same initial condition
and parameter values as Figure 3(b), but with the new vertices
added in fewer rounds. This mesh took one-fourth as long to
build and was not very much more accurate (58% vs. 65.6%).
In general, adding five vertices per round worked almost as
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well as—and sometimes better than—the one-vertex-per-round
approach, while drastically reducing runtime.
RSE’s refinement process involves identifying edges that
should be subdivided and adding vertices to effect that subdivision. In the problem treated here, the goal is to refine
the geometry of the different end-result regions. RSE’s endresult heuristic identifies edges that straddle different regions,
which causes the algorithm to subdivide them. Recall, though,
that simply bisecting an edge can create degeneracies in the
mesh, particularly since a single edge can be selected many
times for subdivision. For that reason, RSE places each new
vertex in an ellipsoidal distribution around the center of the
chosen edge. The σ parameter controls the width of this
ellipsoid. There is a tradeoff involved in choosing values for
this parameter. A small σ puts a new point close to the center
of an edge, guaranteeing that it will be divided into two
significantly smaller edges, one of which will intersect the
boundary. However, placing multiple points with a small-σ
distribution on the same edge in a single round can create very
small simplices. Increasing σ, on the other hand, may cause
the algorithm to miss the boundary entirely by creating nonboundary edges while allowing the original edge to remain. As
the rounds proceed, this can cause edges to congregate near
the boundaries, but without crossing them. This effect can be
seen in Fig. 7(b), which is considerably less accurate than Fig.
7(a): 18.5% versus 58% improvement over the corresponding
nonadaptive mesh. In general, σ values near 0.1 gave the best
results.
In each round of the algorithm, RSE applies the end-result
heuristic to each edge in the mesh, then sorts the edges
according to the results returned by that heuristic: the length
of the edge (in burn space) raised to an exponent known as
the weight exponent. This parameter allows the reachable-set
algorithm to treat different-length edges in different ways. A
value ≥ 1, for instance, gives a higher weight to longer edges,
causing them to be chosen for subdivision more frequently. As
the rounds progress, this causes long edges to break up into
smaller edges. The overall effect of this is that most boundaries
are finely meshed, as in Fig. 3(b). A weight factor < 1, on
the other hand, favors small edges for subdivision. This can
cause a feedback loop, where small edges become smaller
(since smaller edges are more likely to be chosen). This is
both counterintuitive and ineffective, producing meshes that
resolve some boundaries coarsely and some much more finely,
can be seen in Fig. 8(a). The end-result region classification
in this was only 10.4% better than those of the corresponding
nonadaptive mesh—which is far worse than other parameter
settings for this initial condition. Experiments showed that accuracy generally increased with increasing weight exponent
up to about 5 and then leveled off.
If RSE only chose boundary-straddling edges for subdivision, it would miss regions that are completely contained
within a single simplex. The green arc at the top center of
the reachable set from (0.5,0), for instance—Figs. 3, 7, and
8—is in fact a single contiguous impact region, but it is
thinner than most of the simplices in the mesh, so edges
may straddle the entire region. For that reason, RSE actually
constructs two lists of edges at each refinement step: one
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of boundary-straddling edges and one of edges whose two
endpoints have the same end result. The f raction parameter
allows RSE’s user to specify the probability with which the
algorithm chooses from each of these two lists. In all of the
examples presented so far, f raction = 0.95—that is, there is
a 95% chance that a boundary-crossing edge will be selected
for subdivision at each step. Fig. 8(b) shows the effects of
lowering this probability to 0.7, which causes the algorithm to
focus more on exploration of new regions and less on boundary
resolution. This has the expected pros and cons. The red
impact region in the lower center of this image, for instance,
was not visible in any of the other runs from this initial
condition. The lower resolution of the boundaries, however,
reduces the mesh quality overall: to 37.0% improvement, on
the average, compared to the 65.6% value for the parameter set
in Fig. 3(b). A f raction value of 0.95 generally worked best
in the CR3BP problem treated here. Again, though, different
dynamics (number, shape and masses of bodies, µ, ∆V , etc.)
may pose different challenges, so users of the RSE algorithm
should perform a basic sensitivity analysis on all of its free
parameters.
The same basic trends and patterns in the effects of the
different algorithmic parameters persisted in experiments with
3D ∆V spheres at the same initial conditions. Generally,
the best results were obtained with weight exponent ∼ 1.0,
σ ∼ 0.1, more-gradual addition of vertices (i.e., fewer vertices
per round), and f raction ∼ 0.95. The average error was
again higher in runs from initial conditions whose end-result
regions are more complicated. The biggest difference was
the magnitude of the error. This follows directly from the
choice to fix the number of vertices in the final mesh at
5000 in all experiments. While this makes it easy to compare
parameter and runtime effects, it complicates the comparison
across dimension—simply because the algorithm has a 3D ball
to explore, rather than a 2D disk, with the same number of
vertices. For this reason, the error and improvement values is
higher in the ∆V sphere experiments. Users of this algorithm
will obviously want to use more vertices in more-complex or
higher-dimensional problems.
An interesting feature of reachable-set meshes in the CR3BP
is that the boundaries of some end-result regions are apparently
fractal as t → ∞. That is, there are areas in the reachable set
that have self-similar impact regions. Zooming in on the two
major spirals in the upper left and lower right of the (0.5,0)
reachable set, for instance, reveals finer and finer-grained
impact zones. The CR3BP is well known to exhibit chaotic
dynamics, so this fractal state-space structure is not surprising,
but it does pose a serious challenge to any finite approximation
strategy, since the object of interest has important structure at
all scales. This problem may be approached in a variety of
ways: one can reduce the f raction, use more seed vertices
in the initial mesh, or increase σ. All of these actions involve
different tradeoffs, as discussed in the previous paragraphs,
and all of them lower the quality of the end-result regions
classification. Since the probability density of a new vertex
appearing is non-zero throughout the mesh, with a sufficient
number of vertices all regions will eventually be found.
However, a guarantee on finding a specified fraction of all
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regions is not possible, nor does the error go to zero as the
computational effort (viz., number of vertices) increases. On
the other hand, the fractal nature of the different end-result
regions in the reachable set represents a rich set of possible
trajectories that may not be found by traditional planning
techniques without the kind of automated assistance that RSE
is designed to provide.
V. F UTURE W ORK
The reachable set mapping algorithm presented here will be
ready for deployment when it can run fast enough, on deployable hardware, to handle the small margins for error that this
problem poses. The solutions in this paper represent significant
progress towards that goal, but a variety of issues remain. As
currently implemented, RSE never deletes vertices from the
mesh, which would make sense in dynamically simple regions.
In a situation with limited computational power—viz., a fixed
number of vertices—this could further shift the effort to the
areas where it is warranted. The heuristic-driven subdivision
is better than a fixed mesh, but there are several obvious
avenues for further improvement. The end-result heuristic
simply considers the length of each edge and the fate of
its two endpoints. One could, in addition, apply a “flatness”
measure to each simplex in order to measure its distortion
over time. This in effect hybridizes the current approach with
previous work on RSE [8], which employed a heuristic in
which the weight was a function of the simplex size in state
space. The underlying idea was that highly dynamic volumes
will expand, warranting further subdivision. A heuristic that
combined some measure of simplex geometry (to measure
dynamical complexity) and an assessment of impact/escape
fate could work very well, since trajectories that pass close to
a center of gravity—i.e., close to an impact—tend to be highly
curved.
Single impulse burns are only one kind of thrust. Multiple
∆V burns—a fixture of space missions—are another logical
step, but they add to the already complex geometry of this
problem (viz., four new variables for each burn). The highdimensional meshes in problems like this will require many
more trajectories to properly characterize, but they represent
a far richer set of maneuvers. Finally, the burns performed
by low-thrust, high-specific-impulse ion thrusters, which are
becoming increasingly common, cannot be treated as instantaneous ∆V changes. It would be ideal to compute reachable
sets automatically for spacecraft with this capability, but
continuous burns make this an infinite-dimensional planning
problem. An effective approximate solution to that would be
a real challenge, but of potentially enormous value to space
mission designers.
VI. C ONCLUSION
Space mission design involves complex, high-dimensional
spatial reasoning. Currently, experts approach that task by
working incrementally from previously identified solutions,
which greatly limits exploration of the design space. The
goal of the work described here is to map out solutions to
this complex, high-dimensional problem automatically. The

IEEE TRANSACTIONS ON AEROSPACE AND ELECTRONIC SYSTEMS

solution is embodied in an algorithm called RSE (”reachable
set explorer”). The key to RSE’s solution to this problem is a
careful treatment of time, space, and sensitivity. The RSE algorithm tracks evolving reachable sets effectively and efficiently
by relying on a heuristic to identify the impact and escape
regions and focusing the computational mesh accordingly. As
described in this paper, a number of parameters guide the
iterative refinement of the geometry of the reachable set. As
is the case with any software tool created to solve a hard
problem, RSE’s user will need to explore its parameter space
in order to get solid results, not just use some default values
that are built into the code or extracted from a paper about a
different physical system. This kind of sensitivity analysis is
not hard, however, and the circular restricted three-body problem results presented in this paper are promising: for the same
number of vertices, the mesh produced by RSE’s intelligent
subdivision approach was a significantly better approximation
of the impact and escape regions of the reachable set. This
could not only aid human mission planners, but also potentially
enable autonomous onboard mission planning for spacecraft
whose communication with Earth is limited.
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TABLE II
E ND - RESULT REGION ACCURACY FOR A 2D ∆V DISK FOR DIFFERENT INITIAL CONDITIONS . “AVERAGE E RROR ” IS THE NUMBER OF INCORRECT
PREDICTIONS OUT OF 500 SAMPLES ; “AVERAGE I MPROVEMENT ” IS THE RATIO OF THAT ERROR TO THE AVERAGE ERROR OF A UNIFORM RANDOM MESH
WITH THE SAME IC.

IC
(-1.2,0)
(-1.2,0)
(-1.2,0)
(-1.2,0)
(0.5,0)
(0.5,0)

seeds
500
5
5
500
500
100

outer
0
0
5
50
50
50

R
900
999
999
900
4500
4900

V
5
5
5
5
1
1

σ
1.0
1.0
1.0
0.1
0.1
0.1

weight
exponent
1.0
1.0
1.0
5.0
1.0
5.0

f raction
0.95
0.95
0.95
0.95
0.95
0.95

Average
Error
11.7 ± 1.8
11.6 ± 3.1
11.2 ± 1.7
6.7 ± 1.1
16.7 ± 4.2
14.4 ± 3.8

Average
Improvement
40.5%
31.4%
43.0%
65.8%
47.6%
54.9% 3(b)

(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0,0)
(0,0)
(0,0)
(0,0)
(0.6,0.866)
(0.6,0.866)
(0.6,0.866)
(0.6,0.866)
(0.6,0.866)
(0.6,0.866)
(0,0.5)
(0.6,-0.866)
(0.6,-0.866)
(1.2,0)
(1.2,0)
(1.2,0)

100
100
100
100
100
500
500
500
500
500
500
500
500
500
500
500
500
500
10
10
5
5
500
500
500
500
500
500
5

50
50
50
50
50
50
50
50
50
50
50
50
500
0
500
500
50
0
0
10
0
5
50
50
0
50
0
0
0

980
980
980
980
980
900
900
900
900
900
900
900
900
900
4500
900
900
900
998
998
999
999
900
900
900
900
900
900
999

5
5
5
5
5
5
5
5
5
5
5
5
5
5
1
5
5
5
5
5
5
5
5
5
5
5
5
5
5

0.1
0.5
1.0
5.0
0.1
0.1
0.5
1.0
0.1
0.01
0.1
0.1
0.1
1.0
1.0
0.1
0.1
1.0
1.0
1.0
1.0
1.0
0.1
0.1
1.0
0.1
1.0
0.1
1.0

5.0
5.0
5.0
5.0
1.0
1.0
1.0
5.0
-1.0
1.0
10.0
1.0
1.0
1.0
1.0
1.0
5.0
1.0
1.0
1.0
1.0
1.0
5.0
1.0
1.0
5.0
1.0
5.0
1.0

0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.7
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95

14.9 ± 1.1
18.53 ± 2.72
21.2 ± 0.84
25.7 ± 0.42
16.5 ± 3.3
16.0 ± 4.2
19.5 ± 5.2
23.1 ± 4.1
28.6 ± 4.6
17.1 ± 3.3
16.2 ± 3.9
20.1 ± 4.5
16.9 ± 3.5
9.3 ± 0.7
9.0 ± 0.6
9.3 ± 0.7
6.9 ± 1.6
9.0 ± 3.7
12.2 ± 2.5
13.2 ± 1.1
10.5 ± 2.1
11.5 ± 0.1
7.4 ± 1.0
15.2 ± 3.2
14.1 ± 0.1
7.3 ± 0.9
11.0 ± 1.1
7.5 ± 1.0
13.5 ± 0.1

53.4% 7(a)
41.9%
33.5%
19.4% 7(b)
48.4%
49.9%
39.0%
27.6%
10.4% 8(a)
46.6%
49.3%
37.0% 8(b)
47.2%
36.4%
38.4%
36.4%
52.6% 5(b)
54.3%
38.0%
32.9%
46.6%
41.2%
62.4%
48.3%
25.9%
61.8%
42.2%
60.6%
29.1% 6(a)

(1.2,0)
(1.2,0)
(1.3,0)

5
500
500

5
50
50

999
900
900

5
5
5

1.0
0.1
0.1

1.0
5.0
1.0

0.95
0.95
0.95

11.1 ± 0.1
7.3 ± 0.2
7.1 ± 2.2

41.7% 6(b)
61.8%
60.0%

(a)

(b)

Fig. 5. End-result region geometry for a 2D ∆V disk centered at (0,0): (a) without iterative refinement and (b) as computed by RSE.
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(a)

(b)

Fig. 6. End-result region geometry for a 2D ∆V disk centered at (-1.2,0), computed by RSE using seeds = V = 5: (a) with outer = 0 (b) with outer = 5

(a)

(b)

Fig. 7. End-result region geometry for a 2D ∆V disk centered at (0.5,0), computed by RSE with (a) R = 980, V = 5, and σ = 0.1 (b) R = 980, V = 5,
and σ = 5.0.
TABLE III
E ND - RESULT REGION ACCURACY FOR A 3D ∆V DISK FOR DIFFERENT INITIAL CONDITIONS . “AVERAGE E RROR ” IS THE NUMBER OF INCORRECT
PREDICTIONS OUT OF 500 SAMPLES ; “AVERAGE I MPROVEMENT ” IS THE RATIO OF THAT ERROR TO THE AVERAGE ERROR OF A UNIFORM RANDOM MESH
WITH THE SAME IC. T HE BOXED TEXT IN THE RIGHT- HAND COLUMN IDENTIFIES FIGURES THAT SHOW IMAGES GENERATED WITH THE CORRESPONDING
PARAMETER SET.

IC
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0.5,0)
(0,0.5)
(1.3,0)

seeds
500
500
100
500
500
500
500
500
500
500
500
500

outer
50
50
50
50
50
50
50
50
50
500
50
50

R
900
4500
4900
900
900
900
900
900
900
900
900
900

V
5
1
1
5
5
5
5
5
5
5
5
5

σ
0.1
0.1
0.1
0.5
1.0
0.1
0.01
0.1
0.1
0.1
0.1
0.1

weight
exponent
1.0
1.0
5.0
1.0
5.0
-1.0
1.0
10.0
1.0
1.0
1.0
1.0

f raction
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.95
0.7
0.95
0.95
0.95

Average
Error
48.0 ± 6.3
42.5 ± 6.3
46.3 ± 3.4
52.4 ± 6.0
51.0 ± 6.4
58.1 ± 6.0
46.3 ± 5.5
44.3 ± 6.5
49.7 ± 8.0
45.6 ± 6.9
34.3 ± 7.1
14.7 ± 4.3

Average
Improvement
6.7%
17.4%
10.0%
-1.8%
0.9%
-12.8%
10.1%
14.0%
3.5%
11.4%
31.5%
27.8%
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(b)

Fig. 8. End-result region geometry for a 2D ∆V disk centered at (0.5,0), computed by RSE with (a) weight exponent = −1 (b) f raction = 0.7.

